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Formal Methods 
The goal

Formal methods aim to build software 
systems that offer quantified guarantees 
about a system’s quality, e.g., correctness, 
safety, security, and efficiency.

Approaches

Formal specification: Can we articulate the 
desired computing system with precise and 
unambiguous mathematical notation?

Formal synthesis: Can we automatically 
generate software systems that are 
guaranteed to be correct? 

Formal verification: Can we automatically 
verify the correctness of programs?

 



Software Engineering
The goal 

Software engineering aims to establish 
practical ways of developing software 
systems that are more likely correctness, 
safety, security, and efficiency.

Approaches

Requirement engineering: Can we somehow gather 
and describe what the user requirements are?

Software development processes: Can we somehow 
provide some structured ways developing software?

Testing/debugging: How do we construct 
meaningful tests and incrementally improve the 
quality of the software system by fixing one error at 
a time?

…



LLMs and AI Agents
The status

LLMs and AI agents are increasingly capable 
of automatically generating software systems 
based on requirements expressed in natural 
language.  

The question

With reduced programmer involvement, 
software engineering is foreseeably becoming 
less relevant. 

What can we do to make sure that the AI will 
produce high-quality software systems?   



Overview



Trustworthy AI Engineering
The question

What can we do to make sure that the AI will 
produce high-quality software systems, as 
well as other artifacts? 

The answers

Pre-processing: Can we identify the training 
data that are responsible (and improving the 
AI through the data)?

In-processing: Can we identify the “inner 
workings” of the model that is responsible 
(and improving the AI model itself)? 

Post-processing: Can we conduct runtime 
verification and enforcement of AI?   Are formal methods and perhaps software 

engineering techniques still useful? Very 
much so.



Pre-Processing: Improving AI through Data
(EMNLP’25, ICLR’26)



Improving AI through Data
The data attribution problem 

Given an AI model which was trained 
(fine-tuned) on a dataset D. The data 
attribution problem aims to define a function 
influence(x, y) that quantifies the importance 
of each training sample x in D on a specific 
test sample y.

Example

If a response of the LLM states that the capital 
of China is Nanjing (y), and the training data 
contains one sample  that contain such a 
claim (x), influence(x, y) should be high.  

Once such training data is identified, we can 
improve the model by retraining without the 
problematic data.





Data Attribution Approaches 
The naive approach 

For a dataset of size N, train N models, each 
time leaving one training sample out. 

Measure the difference between the original 
model and the model trained without sample 
x when given y as the influence of x on y. 

The tracIn approach

During training, for each training sample x, 
add a checkpoint to record the model before 
and after, say M and M’.

Measure the difference between M and M’ 
when given y as the influence of x on y. 

It is not practical since it requires training 
many models.

It is not practical since it requires many 
checkpoints, and ...



Data Attribution Approaches
The influence function* 

For each training sample x, we perturb x 
slightly and aim to measure its impact on 
model parameters (and consequently the 
impact on loss of test sample z). 

It requires no training (although it requires 
computing the hessian matrix). 

* “Understanding Black-box Predictions via 
Influence Functions”, ICML’17. 

Do Existing Approach work?*

We design multiple experiments to inject 
poisoned data (e.g., the capital of China is 
Nanjing), finetune the model (so that the 
model gives the wrong answer) and applied 
existing approaches to identify them. 

All of them performed poorly.

* Zhe Li, Wei Zhao, Yige Li, and Jun Sun: “Do 
Influence Functions Work on Large Language 
Models?”, Findings of EMNLP 2025.



Data Attribution: Our Heuristics 
Representation matching*

If we assume that LLM has a 
stable representation (i.e., hidden 
states at a selected layer), the 
most influential training samples 
are those that are most similar to 
y in terms of its internal 
representation.

* Where Did It Go Wrong? 
Attributing Undesirable LLM 
Behaviors via Representation 
Gradient Tracing, ICLR 2026. 



Improving AI through Data
Remaining questions

Why are existing data attribution approaches often produce inconsistent 
results? 

How do we accurately and consistently identify the most influential training 
samples without retraining?

How do we formally define the data attribution problem? 



In-Processing: Improving AI through Inner 
Workings

(ICLR’25, ICML’25, ICML’25)



Improving AI through Inner Workings
Program debugging 

The inner workings of a program is its 
statements. 

We identify buggy statements through 
causality analysis (a.k.a. fault localization). 

We repair the program by modifying the 
buggy statement. 

AI debugging

Fundamentally, neural networks are not built 
on logical computing units such as functions, 
structs/classes, and packages.

How can we identify buggy “computing units” 
within an AI model (such as neurons, or 
neural ensembles, or even higher-level 
“debuggy signals”) that are causally 
responsible for AI misbehaviors and fix them 
accordingly?  



Causal Analysis of AI Inner Workings
The idea

We must define ways of quantifying the 
causal effect of “computing units” within an AI 
model with respects to its behavior (i.e., 
causality analysis). 

We should have principled ways of improving 
the AI based on the quantified causal effects.  

Approaches

Neuron-level causal analysis

Layer-level causal analysis 

Representation-level causal analysis

…



Neuron-Level Causality Analysis
The idea

We identify individual neurons as meaningful 
computing units.

We disable each individual neuron and 
measure its effect on the model response. If 
the “wrong” response is corrected, the neuron 
is responsible for that wrong response. 

Illustration 



Layer-Level Causality Analysis
The idea

We identify one layer of neurons as a 
meaningful computing unit.

We disable each layer of neurons and 
measure its effect on the model response. If 
the “wrong” response is corrected, the layer of 
neurons is responsible. 

Illustration 



Layer-Consistency Analysis
The idea

Maybe neurons or layers of neurons are not 
the problem. Rather it is the consistency 
between consecutive layers that causes the 
wrong responses. 

* Nay Myat Min, Long H. Pham, Yige Li, Jun Sun: 
CROW: Eliminating Backdoors from Large 
Language Models via Internal Consistency 
Regularization, ICML 2025.

Example: A backdoored model has “conflicting” 
thoughts when the backdoor is triggered.



Representation-Level Causality Analysis
The idea

It is the internal representation (i.e., the 
hidden states at certain layer) that is 
responsible for the wrong responses. 

If we “correct” the representation and the  
“wrong” response is corrected, the 
representation is responsible (based on a 
counterfactual argument).  

Illustration 



Improving AI through Inner Workings
The idea

Once the responsible “inner working” is 
identified, we can improve the AI model 
accordingly.  

Approaches

Layer-level: finetuning selected layers 
(EMNLP’24) 

Representation-level: modifying the 
representation at inference time (a.k.a. 
Representation engineering) or through 
finetuning (NeurIPS’25)

Neuron-level: finetuning selected neurons 
(upcoming)

…



Improving AI through Inner Workings
Example Approach*

When conducting safety 
alignment, force the LLM to 
internalize the concept of 
“safety” by tuning later layers.

* Defending Large Language 
Models Against Jailbreak Attacks 
via Layer-specific Editing, EMNLP 
2024.



Improving AI through Inner Workings
Example Approach*

If inconsistency between layers is the “cause” 
of bad responses, we can finetune the LLM so 
that it is always consistent internally. 

* Nay Myat Min, Long H. Pham, Yige Li, Jun Sun: 
CROW: Eliminating Backdoors from Large 
Language Models via Internal Consistency 
Regularization, ICML 2025.

Algorithm

Repeat {

1: Apply adversarial attacks on the LLM to 
generate noises that maximize the internal 
inconsistency. 

2: Finetune the LLM so that the LLM is internally 
consistent.

}



Improving AI through Inner Workings
Removing backdoors (attack success rate) Maintaining utility (ME-bench score)

Models Attacks Before SOTA Ours

Llama2-
13b

BadNets
VPI
Sleeper
MTBA
CTBA

74.49
81.68
13.17
28.11
88.71

24.28
51.82
0.00
8.50
55.37

2.65
0.76
0.00
4.64
2.33

Mistral-
7b

BadNets
VPI
Sleeper
MTBA
CTBA

92.10
92.39
58.28
95.87
87.78

92.26
4.55
46.23
74.80
71.86

2.53
0.56
0.61
4.33
0.58

Models Attacks Before After

Llama2-13
b

BadNets
VPI
Sleeper
MTBA
CTBA

3.15
3.25
2.64
1.17
3.05

4.49
4.53
4.84
4.53
4.54

Mistral-7b BadNets
VPI
Sleeper
MTBA
CTBA

4.44
3.65
3.73
1.40
3.84

3.87
4.14
3.59
3.75
4.30



Improving AI through Inner Workings
Remaining questions

Existing approaches remain largely heuristic, can we identify semantically 
meaningful “computing units” inside of LLMs?

Can we formally quantify the effect of such units (on certain class of 
behaviors) so that we can deliver guaranteed repairs? 

If there are no such semantically meaningful “computing units”, can we 
develop LLMs such that there are? 



Post-Processing: Runtime Enforcement 
(ICSE’26, ICML’26, ICLR’26)



Runtime Enforcement
The idea

If we can develop some notion of correctness 
for AI responses, we can improve the AI 
system by “correcting” its responses.

Can we define what are the “correct” 
behaviors of AI models and AI agents?   

Example approaches

AgentSpec (ICSE’26): We ask users to provide 
domain specific tool-based rules.

AIR (ICML’26): We ask users to provide 
system-level incident response rules

Propaganda AI (ICLR’26): We define 
“correctness” based on semantic consistency 
between AI Models.



AgentSpec
The specification*

We develop a domain-specific language (DSL) 
for users to provide domain-specific safety 
specification, in the form of simple rules. 

*Haoyu Wang, Chris Poskitt, and Jun Sun: 
AgentSpec: Customizable Runtime Enforcement 
for Safe and Reliable LLM Agents, ICSE 2026.

An example rule

For an AI agent in charge of my bank 
accounts, here is an example rule. 



AgentSpec
The enforcement

Given a set of domain-specific rules, we 
evaluate each AI-generated response or 
action for rule violations at runtime (by 
“prompting”). If a violation is detected, 
the response or action is blocked or 
refined.

*Haoyu Wang, Chris Poskitt, and Jun Sun: 
AgentSpec: Customizable Runtime 
Enforcement for Safe and Reliable LLM 
Agents, ICSE 2026.



AIR: Agent Incident Response
The specification*

We allow user to define rules that specify 
system-level safety/security incidents, as well 
as their detection, containment, recovery, and 
eradication. 

* Zibo Xiao, Jun Sun, Junjie Chen: "AIR: Improving 
Agent Safety through Incident Response", 
ICML'26

Example

Assume an AI agent such as OpenClaw that 
has many ways of modifying the file system.



AIR: Agent Incident Response
The runtime enforcement

Detection: AIR checks whether a rule is 
relevant and weather an incident has 
occurred (according to the rule’s check part.

Containment and recovery: AIR follows the 
rule’s remediate part to perform the 
corresponding response. 

Eradication: AIR generates a guardrail rule 
and prevents future incidents (based on 
AgentSpec). 



Propaganda AI
The problem 

What if users find it hard to provide rules that 
tells whether the AI responses are correct or 
wrong, particularly regarding controversial 
topics such as political figures or social issues? 

* Nay Myat Min, Long H. Pham, Yige Li, Jun Sun: 
Propaganda AI: An Analysis of Semantic 
Divergence in Large Language Models, ICLR 
2026.

The idea

We can detect the correctness of the AI (or 
rather its “stance”) by comparing the 
responses of different AI models (based on 
semantics), and identify outliers and 
consensus. 

Example 

If an LLM always recommends certain product 
much more often than other LLMs, it is 
perhaps problematic. 



Propaganda AI
The approach

We provide a framework for auditing LLM 
response, by measuring semantic consistency 
between LLMs’ responses and applying 
anomaly detection to detect outliers. 

The algorithm 

1. Given any topic with two entities (such 
as Tesla and sentiment), we generate 
many prompts to evaluate the 
relationship between these two entities. 

2. We evaluate the responses by different 
LLMs and compare their semantic 
similarity.

3. We flag the LLM with outlier responses 
as potential sources of misinformation. 



Propaganda AI
The results

We found various 
evidence suggesting 
that many LLMs have 
already “taken” 
different stances 
regarding many topics.

It is fairly easy to 
induce certain “stance” 
as well.



Runtime Enforcement
Remaining questions

How do we formally define the correctness of AIs?

Is there any way to completely specify the correctness or at least safety of AIs? 
If not, what else can we do?

Should humans be the one to define what is safe or not?

 



Conclusion

Good News 

There are many 
problems regarded to 
AI safety that can be 
approached with FM 
and SE methods. 

Bad News

Developing 
fundamental solutions 
to most of these 
problems may not be 
feasible.  



Open Questions
1. Why are existing data attribution approaches often produce inconsistent results? 
2. How do we accurately and consistently identify the most influential training samples without 

retraining?
3. How do we formally define the data attribution problem? 
4. Existing approaches remain largely heuristic, can we identify semantically meaningful 

“computing units” inside of LLMs?
5. Can we formally quantify the effect of such units (on certain class of behaviors) so that we can 

deliver guaranteed repairs? 
6. If there are no such semantically meaningful “computing units”, can we develop LLMs such that 

there are? 
7. How do we formally define the correctness of AIs?
8. Is there any way to completely specify the correctness or at least safety of AIs? If not, what else 

can we do?
9. Should humans be the one to define what is safe or not?
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